Children’s Story Authoring with Propp’s Morphology: An Exploratory Study

Sean Hammond   Helen Pain   Tim J. Smith

10th March 2008

This paper presents early quantitative results from an exploratory study in which participants aged 7-11 wrote stories using a paper-and-card interface based on Propp’s morphology. The study is part of an investigation of the use of Propp’s morphology as a story writing tool for children, with the aim of formalising the tool for implementation. The general research questions are: can children apply this tool to story writing? how successfully do they use it? and what do they do with it? The study illustrates an experimental methodology which can now be developed based on our experience, for answering these questions. The quantitative results show that children were able to apply the tool to story writing with a high degree of accuracy. The results must now be used to identify data for further qualitative analysis, to learn about how the children use the tool and what they do with it.

1 Background

In *Morphology of the Folktale* [Propp, 1968] Propp undertook a study of fairy tales (specifically, tales 300 to 749 in [Aarne, 1961]) according to the functions of their dramatis personae. He “devised a very simple method of analysing wondertales in accordance with the characters’ actions—regardless of their concrete form.” [Propp, 1984, p.69] Propp noticed that “if the hero leaves home in quest of something, and the object of his desires is far away, he can reach it by magic horse, eagle, flying carpet, flying ship, astride the devil etc.” (p.73), but in each case the function is “the transfer of the hero to the place where the object of his search is located.” The tale consists of both constants and variables. The concrete form of the characters and their actions is variable. But the function, “an act of a character, defined from the point of view of its significance for the course of the action” [Propp, 1968, p.21] is constant. This explains the two-fold quality of a tale: its amazing multiformity, picturesqueness, and color, and on the other hand, its no less striking uniformity, its repetition.” (p.20)

Propp’s thesis rests on four basic empirical observations. First, that functions are the “stable, constant elements in a tale” [Propp, 1968, p.21]. “They constitute the fundamental components of a tale.” Second, the number of functions in his corpus was “startlingly small,” 31 functions in total. Third, Propp discovered that although all tales do not contain all functions, “the sequence of functions is always identical” (p.22). The presence of any function in a tale does not alter the relative position of any other function in the tale, nor does any function exclude or contradict another. Fourth, Propp concludes that all tales studied are of a single structural type.

Propp did not claim, as is sometimes supposed, that his 31 functions were universal to all types of folktale. He believed them to belong to “one strikingly distinctive type,” the folk wondertale. But Propp believed that the concepts that led him to the set of functions he identified might be more general. He suggested that his method “of analysing a genre according to the functions of the characters can
Perhaps be applied to other tales and even to any narrative.” [Propp, 1984, p.70] For each type of tale to which the method could be applied, the resulting set of functions would be different. “The method is broad, but the conclusions are valid for the type of narrative that yielded them in the first place.”

Propp’s morphology has seen many applications beyond its intended use as a system for classifying folktales. To give only a small sample: it has been used to analyse many types of narrative including Hollywood movie plots [Bordwell, 1988] and the fantasy plays of James M. Barrie [McGowan, 1983], it has been applied to automatic plot generation [Peinado and Gervas, 2005], to interactive narrative [Fairclough, 2004], and to collaborative make-believe for children [Prada et al., 2000]. This study builds on two examples of Propp’s morphology applied to creative story writing with children.

[Rodari, 1996] presents a collection of techniques for creating stories developed in the schools of Reggio Emilia in northern Italy. Several of these games use popular folk tales as raw material to invent new stories. A game which Rodari calls “recasting” a fairy tale [Rodari, 1996, p.39] creates new tales out of old ones by revealing the underlying structure of the tales. Recasting a story is a three step process: first the tale is “reduced to the bare plot of its events and their internal relations” [Rodari, 1996, p.40], then this plot is further reduced to “a pure abstract expression.” The purpose of this reduction of a tale to an abstract formula is to create distance from the tale, “preparing its changeability,” it is a formula “for forgetting the original tale.” Finally the abstract expression is interpreted in a new way. The process goes from a given concrete story to an abstract representation and then back to a new concrete story.

The abstract representation of a story is the crucial element in recasting, allowing for interaction with and reflection on the tales at a structural level, and creating space for imagination and creativity to fill in the blanks. The structure of fairy tales, “strongly characterised by the presence and repetition of certain constitutive elements,” [Rodari, 1996, p.42] makes this abstract representation possible. This structure is where Rodari meets Propp, as Propp sought to identify the structural elements underlying fairy tales. In a game that he calls “The Cards of Propp” Rodari repurposes Propp’s 31 functions as a story writing tool.

As an experiment in Reggio Emilia, Rodari created a set of playing cards each marked with the title and an illustration of one of Propp’s functions. Numerous games of story creation were played in which the story must be structured according to the cards: drawing cards at random, starting from the last card in the series, dividing the cards between two groups, etc. Rodari’s experiment was a success, the children easily succeeded in creating fairy tales that followed the cards and produced “the most remarkable results of parody” [Rodari, 1996, p.47]. The value of the Propp’s cards is the ability of each one to represent “an entire section of the fairy tale world” [Rodari, 1996, p.48] and be “rich in appeals to the personal world of the child,” while being open to many possible meanings and interpretations.

“we can use them to construct an infinite number of stories, just as one can compose any number of melodies with twelve notes” [Rodari, 1996, p.46]

[Charles, 2006] describes a study involving over 500 children in primary schools in Ontario, Canada. Where Rodari’s games focused on the use of the imagination and creative ideas, Charles’ aimed to empower children to create complete, original fairy tales, to “explore whether children could take ownership of folktales by recreating them,” [Charles, 2006, p.46], imbuing them with personal meaning and using them “to rehearse their emotional responses within the secondary reality of the tales, thereby preparing themselves for real-life confrontations.”

Charles developed a prototype teaching tool that combined Rodari’s ideas of recasting and the cards of Propp. The Propp functions of three fairy tales, selected or written for the study using the same index of folktales used by Propp [Aarne, 1961], were derived. The functions of each tale were represented by a series of Propp’s cards called a “story map,” and the story maps were used to reveal the structure of the sample tales and to recast them. Each session began with a telling of one of the sample stories before the story was collaboratively recast by a group of children facilitated by an adult, who helped the children follow the story map as well as encouraging their ideas.

Charles found that “In all sessions, original and different stories were created that reflected the children’s personal lives, the places they lived, and their knowledge of the world. The results of the study proved that contemporary children took ownership of folktales when provided with permission, opportunity, and guidance” [Charles, 2006, p.iv].
Rodari’s book, not being an empirical study, presents no empirical evidence of the effectiveness of the Propp’s cards, such as stories written by the children. Charles study uses data from tape recordings of the class stories, children’s drawings of the stories, and children’s recollections of the stories three weeks later. But the stories in Charles’ study were created by the class, with an adult facilitator. Charles studied the recasting process with Propp’s cards, and did not explore other interesting processes, such as the generation of stories from story maps chosen by the authors.

First, our study aims to empirically verify and clarify in greater detail the findings of Rodari and Charles. Because we aim to develop a formal model for implementation, we find that the models presented by Rodari and Charles are underspecified. We collect quantitative and qualitative data from each individual participant, and on each individual function, giving us a wealth of empirical data from which to develop a formal model. We are able to separate an individual’s use of the functions from the group or the facilitator, and we are able to isolate the use of each function from the others.

Second, our study aims to investigate the potential of the model beyond the process of recasting a story. The second part of our study concerns the process of generating new plot structures, as opposed to recasting existing plots.

The study illustrates a prototype methodology for testing the story model. Further studies will develop the methodology based on our findings.

This paper presents early, quantitative results from the study. It considers the question of whether the children were able to apply Propp’s morphology to story writing, and how successfully. Setting aside the quality or originality of the stories for now, our quantitative question concerns the accuracy of the stories. How closely do the stories produced match the Propp functions used?

2 METHODS

A two-part study was carried out across two weeks at Collingwood Primary School, Newcastle. The first week, recasting, investigated the process of recasting stories using Propp’s cards as story maps. The second week, generating, investigated the process of constructing new story maps without a sample story, and using them to write stories.

PARTICIPANTS 42 students of ages 7-11 participated in the first week of the study. 35 of these participants, aged 7-10, returned to participate in the second week. Signed informed consent forms were collected from the students and their guardians, confirming that they understood and accepted the conditions of the study, including the collection of video and audio data.

MATERIALS The three sample stories used by Charles were used as stories to recast in the first week of the study. Cards for each of Propp’s functions were developed with the name of the function, a brief description, and a picture. Large copies of the Propp cards were used to make story maps representing the structures of the sample stories. Smaller copies with space for writing were used as writing materials for the participants, who were asked to write each function of their story on the card representing that function.

PROCEDURES The materials and recording equipment were setup in the school’s library, and participants visited the library in groups of five at a time to participate in one-two hour story writing sessions. At the beginning of each session the participants were told that we were testing the idea of story maps for writing stories, and needed their opinions and ideas. They were reminded that it was the story maps, and not themselves, that were being tested.

WEEK ONE, RECasting STORIES First, the teacher read out one of the sample stories while the students listened. The researcher then showed the participants the story map for the story they had heard, and explained which part of the story each card on the map represented. The participants...
were then told that it was time to write their own stories that would follow the map of the story cards. They were told that they could write about whatever they liked, using their own characters, places and actions. A short group discussion was used to generate ideas for stories. Finally the children were asked to begin writing when they pleased.

In addition to the pencil and paper story writing sessions, three sessions were carried out using the same facilitated, collaborative approach used by Charles, in which the students and the researcher recast the story together. No quantitative data was collected during these sessions, but the experience allowed for qualitative reflection.

WEEK TWO, GENERATING STORIES   The participants were reminded of the story cards and story maps concepts from the previous week. They were shown the complete selection of Propp’s cards and given rules for choosing the cards for their story maps. After a discussion of themes and keys to generate ideas, the participants began choosing their cards and writing their stories.

One session in week two used the alternative, collaborative approach.

DATA COLLECTION   Data was collected from several sources in all sessions. All participants filled out cover sheets with their name, age and sex. Audio and video of each session was recorded by a fixed-position camera focused on the table on which the participants were placing and writing on their Propp cards. A dictaphone was used to record participants’ responses to emergent questions from the researcher. Participants were asked to explain their stories, asked about observations made by the researcher, or asked about their opinions of the story cards: what they liked or didn’t like, what they found easy or difficult. The researcher made paper and pencil notes of observations during each session which were written up at the end of each day. At the end of each session each participant’s Propp cards containing the story written by the participant were collected.

Information about the school and its teaching methods for story writing was collected from the school’s OFSTED report and interviews with the children and their teachers.

ANALYSIS   The quantitative analysis focuses on one source of data: the written stories from the participants, and asks: how closely do the stories match the Propp functions of the cards used? To measure the accuracy of the stories, we developed a means of quantifying the written text. The problem was to find a consistent and reliable way of deriving the sequence of Propp functions from a story. The sequence could then be analysed quantitatively.

We developed an interpretation of Propp’s functions more formal than the descriptions given by Propp. Because Propp’s functions are highly abstract, identifying instances based on definitions of the functions is a difficult and interpretive analytical task. Instead we identify instances using the mid-level of abstraction given by Propp’s groups, which lie between functions and concrete examples, related to the functions “as species to genus” [Propp, 1968, p.25]. We developed an initial set of formal definitions of the species from Propp’s work [9] then refined this interpretation based on examples in our data [9]. We define an instance of a function as an instance of any species belonging to the function.

With this set of definitions as the materials for coding, we developed a process of analysis that produces results similar to the examples of completed analyses given by Propp [Propp, 1968, Chapter IX B and Appendix II] and also reflects the two-step process described by Rodari for reducing a tale

---

5 The discussion revolved around potential theme elements for the stories, similar to Rodari’s “keys” of time and place [Rodari, 1996, p.51]: a time or place, a character, a genre, a magical object or power

6 The rules used were: The Choosing Rule: you choose which cards to use for your story map, The Numbers Rule: you must use the cards in the right order, The Pairs Rule: if you choose the first card of a pair you must choose the second card of that pair. Sessions were tried with and without each of these rules. The Pairs Rule refers to the pairs of functions identified by Propp, for which the second function always follows if the first function is found.

7 For some functions we found that the species given by Propp do not lie at the correct, mid-level of abstraction between functions and concrete instances, but are much closer to the concrete level of instances or varieties of instances. For Levi-Strauss this inconsistency is the core weakness of Propp’s morphology. Levi-Strauss criticised Propp for unwittingly reintroducing aspects of concrete content into his species categories, particularly in the twenty-two species of the crucial function Villainy: “A drawer filled with unclassified forms does not constitute a species” [Levi-Strauss, 1963, p.179]. In such cases we group the species given by Propp under new, more abstract types, deriving a new set of species for the function at the most useful level of abstraction.

8 Where a clear example of a function appears in the data that does not conform to any of our species for the function, either a species was revised or a new species added to the function.
to its abstract formula before recasting. It is helpful to read a story from start to finish once to get an overview before beginning the analysis:

1. Reduce the writing on each Propp card to its bare plot events. Note which characters act in each event. This produces a plot synopsis of the story, in which the events are connected to their Propp cards.

2. Considering this synopsis, decide which Propp role(s) are filled by each character. Knowledge of the roles of each character helps to identify the species, as roles form part of the definition of some species.

3. Decide which species each plot event instances. A plot event may instance zero-or-more species, and may instance multiple species of the same function or species of different functions.

From these steps the sequence of species, and therefore functions, contained in the story is derived, and each species is connected to the Propp card on which it is written. Given this data, quantitative analysis can finally be performed.

To measure the fit between the sequences of functions in the stories and the sequences of functions on the Propp cards two specific measures were used, a lower-bound (under-estimate) and an upper-bound (over-estimate). The lower-bound measure asks: how often is the function represented by a Propp card instanced on that card? This measure suffers from false negatives, as the story may contain the right sequence of functions without every function being on the right card. (For example, if the author has used one card to write several functions.)

The upper-bound measure asks: how often is the function represented by a Propp card instanced on any of the Propp cards of the story? This measure will count the instances missed by the lower-bound measure, but suffers from false positives because it does not account for the order of the sequences being compared. (An anomolous instance of a function may be counted if it happens to match a card elsewhere in the story.) Both measures ignore additional functions instanced in a story that are not represented by any of the cards of the story.

These two simple measures provide lower- and upper-bounds and offer a good indication for the degree of fit between the sequences of functions represented by the Propp cards used and the sequences of functions implemented in the stories written.

3 RESULTS

3.1 How accurately did the participants recast the sample stories in week one?

The lower- and upper-bound accuracy measures were applied to 35 stories coded from week one (figures 1 and 2). The stories did tend to fit the Propp cards accurately, with only a few exceptions. The lower-bound measure is significantly lower, and with greater variance, than the upper-bound.

3.2 How accurately did the participants construct stories in week two?

The lower- and upper-bound measures were applied to 35 stories coded from week two (figures 1 and 2). Again, the stories tend to fit the Propp cards accurately with only a few exceptions. The difference between the lower- and upper-bound is much smaller in week two than in week one.

3.3 Why is the difference between the lower- and upper-bounds larger in week one than in week two?

Many of the week one data show a large difference between their lower- and upper-bound measures. The mean difference between the lower- and upper-bound measure of each story in week one is 15.38% (standard deviation 10.6%). But in week two this difference is much smaller, the mean being 4.79% (standard deviation 7.63%). During the study participants were often observed writing two or three

9 Of 42 participants in week one, 35 stories were coded. 7 more stories were marked as compromised because they could not be accurately coded. No stories were compromised in week two.
correct functions on a single Propp card, and then leaving the next one or two cards blank when they realised their mistake. The story ‘runs ahead’ of the story cards. In these instances the story contains the correct functions (and in the correct sequence) and they will be counted by the upper-bound measure, but because the functions are not on the right cards they will not be counted by the lower-bound measure. Our hypothesis is that these run-aheads occurred frequently in week one but not in week two, causing the lower-bound accuracy measures in week one to suffer.

To test this hypothesis, a run-ahead is counted wherever a participant has failed to implement the function of a Propp card on that card, but has implemented the same function on either one of the previous two cards. By this definition 62 run-aheads occur in week one, 14 in week two.

If we add the run-aheads to the lower-bound count of each story in both weeks the differences between the lower- and upper-bounds shrink, to a mean of 3.3% in week one and 1.96% in week two (variances 5.7% and 3.55%). When run-aheads are added to the lower-bound measures, the mean for week one increases from 74.89% to 86.96%. The mean from week two changes little, from 74.49% to 77.32%.

A quantitative analysis of the types of run-ahead shows that run-aheads occur most often when certain pairs or threes of Propp cards appear in sequence in a story map, and that these sequences
appear more often in the story maps from week one than in those from week two. We can still only speculate as to why running ahead occurs, but run-aheads will need to be taken into account in future interface designs.

When run-aheads are added to the lower-bound counts, the means of both the lower- and the upper-bounds are about 10% higher when recasting stories than when generating stories. Although the generated stories have lower accuracy than the recast ones, the results from week two appear to confirm that children can accurately use the Propp cards to generate stories from their own story maps as well as to recast stories. But this conclusion rests on the assumption that the participants were constructing original stories in week two. The participants may instead have attempted to recast the sample stories from week one again, from memory, with slightly less accurate results than when the sample story was more fresh in their minds. A quantitative comparison of the cards used by each participant in week one and week two can only give an indication (without taking order into account, 64% of cards chosen by participants in week two were used by the same participant in week one, but the overlap may be due to deliberate behaviour by the participant or it may be a feature of the Propp functions that some are more useful than others). Qualitative analysis will be needed to assess how much the first week’s sessions polluted the results from the second week.

3.4 Why did some participants use the functions more accurately than others?

The data yields no obvious pattern linking per-participant accuracy to any other factor (such as age, sample story used, particular sessions, etc.). It is probable that performance difference between participants were due to the participants themselves. Further analysis should ask whether the same participants produce particularly accurate or inaccurate stories in week one and week two, and whether the more and less accurate stories in week two tend to use different functions more and less frequently.

3.5 Were some functions recast more accurately than others?

To answer this question the lower- and upper-bound accuracy measures were applied to each function (figure 3 top). When assessing this data it is necessary to take into account the sample stories from which the functions were recast. The instances of the functions in these stories acted as examples from which the participants recast the functions. The frequency of use of each function reflects the functions of the sample stories that were used. The difficulty of recasting of course varies depending on the story being recast. Not only did the sample stories used vary in complexity, but during the study it became apparent that two of the sample stories don’t make very clean-cut use of some of the functions. As a result these two sample stories were used less frequently, and the remaining, clear story was used more often.

The lower-bound accuracy measures for many functions are much lower than the upper-bounds, because these functions were victims of run-aheads. Considering the upper-bound measures, a group of functions has both high accuracy and a high frequency of use. These turn out to be exactly the functions of the clearest sample story, The Black Geese of Baba Yaga. We can conclude that, given a clear example of their use, children can recast these functions accurately.

The remaining functions are those that appear in one or both of the other two sample stories but not the The Black Geese. Because the frequency of use of these functions is low, the data is not strong, but we note that all have high accuracy except Difficult Task and Solution (a consecutive pair of functions in which a difficult task is presented to the hero who proves him/herself by finding the solution to the task) which measure 37.5% and 50% respectively. Even without the low frequency of use, a clear conclusion could not be drawn about a function that measured low accuracy when recast from just one or two sample stories. Blame may lie with the function itself, or with an unclear example in the sample story. This pair of functions in fact suffered from weak examples in both of the weak sample stories. A weak function could be identified if, given a high frequency of use and several different sample stories, the function persistently measures low accuracy. Our study finds no such function.

A methodological lesson is that when recasting stories there is a high potential for sample stories to pollute the data. It would be best to hand-craft sample stories with clear examples of the functions.
Were some functions used more accurately than others when generating stories?

In week two the lower-bound measures for each function follow the upper-bound measures closely (figure 3 bottom), but the upper-bound measures are more variable than in week one. The frequency of use of each function in week two reflects how popular the function was with the participants. Again there is a group of functions with high accuracy and high frequency. These are the same functions as in week one, with the addition of Struggle and Reconnaissance. Fraud and to a lesser extent Branding stand out as functions with a high frequency of use and low accuracy. Otherwise, functions with low accuracy tend to have low frequency, as in week one.

4 Conclusion

The quantitative accuracy measures answer our primary question: the participants were able to use the Propp’s cards to write stories that implement the Propp functions. The results are relevant to the first two of our general questions: children can apply the tool to story writing, and in terms of accuracy at least, they use it very successfully. But these measures do not capture the quality of the stories. Of particular interest is the degree of originality of the stories: which participants retold the sample stories with only superficial changes, and which personalised the stories with their own ideas?

Further analysis will use the quantitative results to identify data for deeper qualitative investigation.

10 The functions unique to Propp’s second move (Unrecognised Arrival, Recognition, Difficult Task, Solution, Exposure) are at a disadvantage because they were not used in some of the later sessions in week two.
The quantitative and qualitative results will be combined with observations of how the participants use the tool, made during the study itself and during the coding of the data, and with the methodological lessons learned from the study. When discussed together these aspects will give context to each other and present a thorough picture of the study.

REFERENCES


