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Introduction

	The Open Archives Initiative (OAI) is a recent effort to promote interoperability between disparate repositories, especially between repositories of digital resources.  One of the key challenges of the OAI is to construct utilities that can organize the information gathered from these distinct repositories and make it available in a federated, easily searchable form.  
	This paper provides a brief background on the OAI, focusing on the research efforts surrounding the creation of search utilities by service providers. A trio of the most promising efforts have been identified, and a detailed assessment of each of those utilities is enumerated. The analysis of each search utility highlights a number of pressing issues in the OAI universe, and during the course of the analysis I identify areas of future research and inquiry that may pursued to enable a richer understanding of the OAI cause.


Background on the Open Archives Initiative

	Cross-institutional efforts to create federated catalogs and databases of university and government information resources have a convoluted history.  The urgency to overcome the problems of resource sharing have become even more acute in the digital age.  The Open Archives Initiative (OAI) is a recent attempt to confront these issues. 
	The OAI developed out of the e-print community.  E-print servers allow the distribution of  academic publishing efforts outside of the commercial academic publishing concerns.  Researchers can post copies of their materials to the e-print servers, which then make the resources available for redistribution to other researchers interested in the information.  This allows research to be disseminated rapidly, and for it to bypass the often slow and prohibitively expense commercial publishing routes. 
	The early development of the OAI was based on the needs of the e-print community, but the goals of the OAI were soon upgraded to including other repositories who were willing to make information about their holdings and resources available in the electronic networked environment. An early area of research in the OAI have been the attempts to create large "union catalogs" (databases) of information resources found in the distributed repositories that are taking part in the OAI. These databases feature information resources annotated with detailed metadata which allows for more precise search and retrieval. 
	The earliest concrete work in the OAI has focused on the development of the computer protocol which allows the machines of radiated repositories to communicate with each other.  This protocol, known as the Open Archives Initiative Protocol for Metadata Harvesting (OAI-PMH), creates two distinct partners in the gathering and dissemination of the metadata information: the data providers, and the service providers.  The data providers maintain systems which expose their metadata for harvesting, while the service providers use the metadata harvested as the "basis for building value-added services." "The Open Archives Initiative Protocol for Metadata Harvesting, v.2.0." Available at http://www.openarchives.org/OAI/openarchivesprotocol.html (Accessed 23 March 2003). These value-added services could include any number of things, but for our present purposes they focus on the creation of databases of the gathered metadata, and the accompanying utilities designed to effectively search the metadata. 
	While the OAI-PMH was designed to be relatively simple and to provide a "low-barrier approach to interoperability," Carl Lagoze and Herbert Van de Sompel, "The Open Archive Initiative: Building a Low-Barrier Interoperability Framework," In JCDL '01, June 24-28, 2001, Roanoke, Virginia, USA.. New York, NY: ACM Press (2001): 56.  the development has been hampered by the struggles to coordinate diverse metadata from a variety of repositories. "Data providers are different in data volume, partition definition, service implementation quality, and network connection quality," Xiaoming Lu, Kurt Maly, Michael L. Nelson, and Mohammad Zubair, "Arc – An OAI Service Provider for Digital Library Federation," D-Lib Magazine, vol. 7, no. 4 (April 2001). Available at http://www.dlib.org/dlib/april01/liu/04liu.html (Accessed 2 May 2003). and each of these differences determines how successful the integration of data can be to any particular service provider's search engine. The baseline metadata required for a repository to be considered as an OAI data provider is unqualified Dublin Core (DC) metadata. All DC elements are optional, and the OAI has retained this in its protocols. However, as the DC is still in the experimental phase at many repositories, the problem arises of dirty data being harvested during the course of the metadata interchange.  In addition, repositories can make available for harvesting any other brand of metadata they chose.  Repositories who utilize shared domain-specific metadata sets would be able to read each others' metadata, but repositories who did not could just ignore it.  
	 Early research in the OAI has concentrated on the data provider side of the equation, while the service provider side (the creation of the cross-institution search interfaces) is just getting off the ground.  We will focus our attention on the service providers for the remainder of this paper.


Service Providers

	At the present time there are few service providers creating federated search utilities for OAI-harvested metadata.  Within this small group, even fewer are providing search functionalities which cross differing knowledge domains and which explore the full set of metadata providers. Some of the service providers limit their search services to their own archives or a very specific sub-set of the available knowledge universe (concentrating exclusively on physics or medicine, for example), while others limit their harvesting operations and search functionalities to a limited number of metadata providers. For example, Citebase is most interested in the citation data from articles and limits the metadata it harvests accordingly.  It also limits its harvesting efforts to the arXiv.org, Cogprints and Biomed Central repositories. 
	Several other sites offer access to a limited subset of OAI-compliant repositories. 
Torii, based in Italy, limits its harvesting to arXiv, BioMed Central, the Elsevier preprint servers, and the CERN Document Server. The OAI search utility at Humboldt University in Berlin, Germany harvests metadata from almost exclusively German OAI repositories. The MetaArchive at Emory University, besides featuring a clunky search interface and confusing explanatory information, searches a completely different sub-set of repositories, several of which are affiliated with Emory: the CSBC at UNC-Chapel Hill; the Pitts Theology library at Emory; the Senator John G. Tower papers at Southwestern University; the Sam Nunn papers at Emory; and the United Methodist Church archive. The Perseus digital library harvests OAI metadata from all available repositories, but their search utility limits itself to searching Perseus and a smattering of directly related repositories. Celestial operates in a slightly different manner than the above service providers,  harvesting OAI data from a large number of repositories, then offering the metadata to other sites as a mirror.  They do not provide any search functionalities whatsoever.  
	The above service providers are doing interesting work to advance the OAI cause, but the desire in this paper is to concentrate on the small handful of organizations creating utilities which harvest and search the complete breadth of the OAI universe.  Searching the entirety of the OAI universe introduces complexities that must be solved if the OAI is to become truly useful to a general community of users. The true test of the OAI is how successfully it can integrate widely disparate data and knowledge domains into an easy-to-comprehend interface. Concurrently, utilizing information from a wide variety of knowledge domains also tests the strengths of DC metadata for the purpose of resource discover.
	We have identified three sites which fit this criteria: ARC,  OAIster and my.OAI. ARC and OAIster are ventures that have arisen out of university research, while my.OAI is a commercial product. 
	There are four distinct areas in which we analyze the success or failure of each service provider: 
	Data Collection
	Data collection looks at the scope of the repositories queried, including the	quantity of resrouces they hold,  and the breadth of their knowledge domains. We 	also look at how often the service providers harvest the metadata from the data 	providers. 
	Metadata Quality
	Metadata quality refers to how accurately and consistently the search utilities can 	return known items from harvested repositories. We also look at how the search 	utility represents the DC metadata element set, and if the service provider 	normalizes their harvested metadata, how useful and extensible this normalization 	is for users and other researchers.
	Usability
	The usability analysis presents an overall judgment of the usability of the web 	interface.
	Future Research Directions
	This is an analysis of how successful the service provider is in terms of laying  	the groundwork for future research on OAI search utilities, and in advancing OAI 	research in general.  


ARC

	Old Dominion University (ODU) has been very active in designing software applications to provide cross-repository search functionality utilizing harvested OAI metadata.  Their most broad-based search engine, ARC, was also the first OAI search interface. ARC developed out of the Universal Preprint Service (UPS), a cross-repository search utility that ODU developed for the original Santa Fe meeting at which many of the OAI protocols were determined Herbert Van de Sompel, et. al., "The UPS Prototype: An Experimental End-User Service across E-Print Archives," D-Lib Magazine, vol. 6, no. 2 (February 2000). Available at http://www.dlib.org/dlib/february00/vandesompel-ups/02vandesompel-ups.html (Accessed 23 March 2003).. The UPS was designed to demonstrate the capability of cross-repository searching in the e-print community, and ARC builds on those efforts.

Data Collection

	One hundred Fifty-Four harvested repositories are listed on the ARC "administration" page "ARC." Available at http://arc.cs.odu.edu:8080/oai/admin.jsp (Accessed 23 April 2003)., though this number is slightly deceptive in that some repositories are listed twice (for example, the University of North Carolina, Chapel Hill's Open Video Project is listed as www.open-video.org with a baseURL of http://www.open-video.org/oai2.0/, and also as OpenVideo with a baseURL of http://www.open-video.org/oai/). The "administration" page also lists the last time each repository was harvested.  Though not clearly stated, it appears that the most recent harvesting operation took place on April 24, 2003. Not every repository was harvested on that date, and it's not possible to determine from the available data why certain repositories were harvested and why others weren't. As an example of the uncertainty involved in the harvesting methodology, we note that MIT's dspace repository was harvested on April 24th, but the popular arXiv repository had not been harvested since October 28, 2002.  
	A link off of the "administration" page offers a listing of all resources that have been deleted from the ARC database (a short list), while another link lists all the resources that have been updated (a gigantic file enumerating resources updated since the beginning of 2003, and which repeatedly crashed the computer). 
	ARC does not make information available in a coherent manner on the number of files they have harvested from each archive, but it's possible to find the information by using the advance search mechanism. One of the options within the advanced search allows you to search within a single archive.  By searching the archive with all other fields empty, the results page gives the total number of resources that ARC has harvested from the repository. We used MIT's dspace and the Open Video Project as a pair of repositories which could be used as base repositories for comparison purposes.  Both are deemed as reliable sources of quality metadata, and both are harvested by many of the service providers.  
	Dspace currently lists 2429 items available within their repository at their own web site "Dspace at MIT: Browse by Title." Available at https://hpds1.mit.edu/browse-title (Accessed 3 May 2003)., and this number provides a measure by which to evaluate the completeness of each service provider's database. By this measure, ARC features only a small percentage of the dspace universe.  ARC lists 780 items available from dspace in their database, which translates to roughly one-third of the total items available. ARC fairs much better in reference to their percentage of Open Video resources. Open Video lists 1848 currently available individual video segments at their web site "The Open Video Project." Available at http://www.open-video.org/ (Accessed 3 May 2003)., while ARC has harvested 1850 items from Open Video.
	 
Metadata Quality

	The quality of the metadata in the ARC page is dependent upon the quality of the metadata from the source repository, but for the most part, ARC makes this metadata easy to understand and access. ARC saves all DC elements in its database as separate fields, and also indexes each field using the full-text properties of the database to allow for more efficient searching. Xiaoming Lu, Kurt Maly, Michael L. Nelson, and Mohammad Zubair, "Arc – An OAI Service Provider for Digital Library Federation," D-Lib Magazine, vol. 7, no. 4 (April 2001). Available at http://www.dlib.org/dlib/april01/liu/04liu.html (Accessed 2 May 2003). ARC also attempted to normalize the DC fields of "subject," "type," "publication date," and "language," by identifying some cross-repository controlled vocabularies and authority term lists, and then applying those controlled vocabularies to assist in focusing their search functionalities Ibid.. ARC also deviates from strict DC nomenclature, using the term "author" instead of the DC term "creator," and apparently using the term "abstract" instead of "description." They also include the fields "source DL," "discovery," "OAI info," "ID," and "service." While it's possible to discern the meaning of some of these fields ("discovery," for example, appears to be the original creation date of the resource), this information is not clearly stated on the ARC site. 
	The initial results page of a search within ARC is not especially helpful (more on this in the usability section).  However, once the user clicks on an appropriate resource, they find a table which enumerates all the DC information for that resource, as well as the additional fields mentioned above. One of those fields, "service," is a bit confusing and deserves a bit more attention. This field is at the bottom of every resource table and features text which states "link to other services and metadata format." This somewhat confusing link goes to a page which lists DP9 metadata information for the particular resource.  According to the ODU digital libraries home page, 

	DP9 is an open source gateway service that allows general search engines, (e.g. 	Google, Inktomi) to index OAI-compliant archives. DP9 does this by providing 	consistent URLs for repository records, and converting them to OAI queries 	against the appropriate repository when the URL is requested. This allows search 	engines to index the "deep Web" contained within OAI compliant repositories. "Old Dominion University Digital Library Group," http://dlib.cs.odu.edu/#dp9 (Accessed 23 April 2003).

No contextual information is provided on the "service" page, and without having a further understanding of the DP9 service, the value of this information is unclear. 

Usability

	The ARC search engine is easy to use, but it does have a number of glitches.  The "simple search" featured on the first page of the web site allows the user to enter terms in a single field (called, appropriately enough, the "search" field). A small number of additional options include the option of grouping the results by "archive," "discovery year," or "subject." The results can also be ordered by "relevance ranking" or "discovery date." 
	The "advanced search" page offers a number of other valuable additions, including the ability to limit your search to a single repository, a particular date stamp, or the discovery date.  The meaning of the last two items wasn't clarified, and in fact, their "help" link didn't work on the main page. It did work on other pages, but the "help" pages incompletely enumerated the needed information, and the pages were also full of java programming glitches.  
	One very interesting feature that needs further development is the "subject" field in the advanced search.  The user is given the option to type in their subject term, or to "select interactively." Choosing "select interactively" leads the user to another search page where they enter their search term ("physics," for example) into a query box. The database spits out a listing of the subject terms related to the word "physics" as they are found in the "subject" metadata fields of each individual repository, sorted by repository (for example, "arXiv||space physics"). Clicking on this phrase will enter that particular search term in the "subject" field, and will allow a search to take place on that subject term across all of the repositories and within the entire collection.
	It's unclear how the items are ordered on this list, as different repositories will appear in different places on the list, and two entries will appear for the exact same thing.  However, this is a partial solution to the problem of the lack of consistency between repositories when it comes to their controlled vocabulary. 
	ARC has a number of issues to deal with related to its actual performance.  The database has a tendency to get hung up.  If  the Apache/Tomcat server generates some sort of error message during the course of use, subsequent attempts to do anything with the search engine will result in the same message unless the user exits the program and starts all over again.  There are is also some across-the-board sloppy web design (links that don't work, etc.), and the database can be very slow. In their defense, ARC makes it very clear on the main page of the system that "it is not a production service and may be subject to unscheduled service interruptions and anomalies." "ARC." Available at http://arc.cs.odu.edu/ (Accessed 3 May 2003).

 Future Research Directions

	The future looks bright for ARC as a research tool, though they must solve some of their significant housekeeping problems before it can be accounted as truly production-ready. The core architecture and functionality of the site are solid, and the usability issues can be overcome. The ARC software was registered at Sourceforge on Sept. 1, 2002 and a new version was released on March 28, 2003  "SourceForge.net: Project Info - ARC harvester and search engine," Available at http://sourceforge.net/projects/oaiarc/ (Accessed 25 April 2003).. Registering ARC with Sourceforge is a positive step in attempting to get others to work on the software architecture to make it more robust, and is also a symbolic act of openness. While the activity surrounding ARC's development at Sourceforge is somewhat slow, over 700 people have downloaded copies of the software to date. Still, these efforts represent ODU's commitment to keep ARC a research-oriented tool for those investigating implementations of the OAI. 
	In addition to ARC, ODU has developed a number of other specialized search utilities that build on the ARC architecture.  These include ARCHON, which in some ways is more fully developed than ARC, though more limited in its scope. ARCHON  is a collaborative project between ODU, the American Physical Society and the Los Alamos National Laboratory to build a federated library of physics resources for the National Science Digital Library (NSDL). ARCHON harvests data from a small number of repositories, but because it is designed to support research at a specific digital library (the well-funded NSDL), its web architecture is more fully developed.  

OAIster

	OAIster is a collaborative project of the University of Michigan and the University of Illinois. Michigan supplies the service-provider muscle based on the open source harvesting software developed at Illinois " UIUC OAI Metadata Harvesting Project," Available at http://uilib-oai.sourceforge.net/ (Accessed 19 April 2003)..  OAIster launched in June of 2002 with 274, 062 records from 56 repositories John Wilkin, Kat Hagedorn, and Mike Burek, "Creating an Academic Hotbot: Final Report of the University of Michigan OAI Harvesting Project," Final report. Ann Arbor, Michigan: University of Michigan (January, 2003): 6., and now lists 1,183,995 records from 167 institutions "OAIster search," Available at http://www.oaister.org/o/oaister/viewcolls.html (Accessed  3 May 2003)..  OAIster has two primary criteria for inclusion in their database. First, the metadata has to be publicly accessible with no access restrictions. Secondly, the resource described must have a web-based digital representation. "OAIster project description," Available at http://www.oaister.org/o/oaister/description.html (Accessed 3 May 2003).   These two criteria for inclusion ensure that resources discovered during searches of OAIster can be immediately accessed by the user. 

Data  collection 

	OAIster harvests metadata from 167 institutions, the highest total of any OAI-dedicated service provider. OAIster lists 764 records available from dspace, and 1847 records available from the Open-Video project, numbers roughly consistent with those of ARC, so it's assumed that both service providers have been able to harvest the majority of records made available to them by each of the repositories. OAIster lists the number of records gathered from each institution on its "administration" page.  This page also provides links to the main web page of each of the harvested repositories, but it does not provide information on the baseURL of each repository.  
	The last update listed on the "administration" page is May 1, 2003, but it's uncertain whether that date refers to the last date of metadata harvesting or the last update to the "administration" page.  The numerical totals of records harvested from each repository appear to be hard-coded into the "administration" web page, rather than being dynamically generated. OAIster undoubtedly harvests the repositories on a revolving basis, but information on how often they harvest each site is not found on their web site. In any event, OAIster appears to harvest the largest number of records from the greatest variety of repositories.

Metadata Quality

	As a search utility, OAIster is accurate at finding known items in various databases.  Because there was a discrepancy between the number of files dspace claimed and the number that OAIster harvested, there were a number of known items in dspace that did not turn up in an OAIster search.  The known-item searches of the Open-Video repository, however, were uniformly successful. Unlike ARC, OAIster provides no intermediate results page, instead returning each item of a search result in a DC metadata table with all the available elements listed.  This is valuable, in that the complete record of every search is available for viewing, though an interface that summarizes the important information might be a more successful way to present the search results. 
	OAIster normalizes their metadata after it has been harvested so that it will work with their existing digital library software, DLXS. This is a tricky situation; DLXS is a cost-recovery operation, and the search engine software that OAIster utilizes, XPAT, is not an open-source solution (the initial license for a single non-profit begins at $15,000). OAIster normalizes the metadata it gathers, transforming the Dublin Core records into a format called BibClass which is the form accessible by the DLXS system. This normalization process is important for OAIster in order to get their data to work with their existing software, but it does make it more difficult to determine how completely OAIster has gathered the appropriate metadata from each resource. Additionally, the metadata information that OAIster makes available in each of its searches must be reverse-engineered through crosswalks in order for it to be used by other entities that do not use the DLXS system.  For example, OAIster normalizes data from the Dublin Core element "type" by reducing several individual values for "type" (book, paper) down to one (text). They also do this for images, with the values "illustration" and "picture" normalized to "image." This may make it easier for the people at Michigan to incorporate the harvested data with their already existing software, but it seems less-than-ideal in terms of being able to share the information with other repositories and in other ways. 
	This normalization process also combines some different DC elements into a single OAIster database field.  The DC element "source" is mapped to an OAIster "note" element, and the DC element "relation" is not mapped at all in OAIster Wilkin, Hagedorn, and Burek, pg. 5.. This normalization process revisits many of the issues involving the adaptation of the DC metadata set.  Despite years of research and hundreds of committee meetings, individual institutions still find that the nomenclature of DC doesn't necessarily fit their needs (OAIster did a great deal of user testing prior to changing the names of some of  the elements). However, switching the names away from the DC element set doesn't seem like the best option in terms of enhancing the interoperability of the OAIster data, and it diminishes OAIster's value as a research tool for others exploring OAI harvesting and gathering. These issues are examples of the kinds of trade-offs that institutions are forced to make; in this case between the usability issues which came up during OAIster's initial testing and the long-term needs of the research community in general.  If the actual users of the system are confused by the DC nomenclature, then those issues need to be addressed.  However, changing the nomenclature doesn't provide full support for interoperability solutions either. 

Usability

	The OAIster researchers spent four months on usability testing for the OAIster interface prior to its launch in June of 2002. They then performed a second round of usability testing in September and October of 2002 Ibid, pg. 10.. These multiple phases of usability testing emphasize the importance OAIster put into having a site that was user-friendly.  They have been successful in that regard, though (as mentioned above) they have sacrificed some usefulness to the research community in the process.
	OAIster provides only one search interface to their harvested metadata, an interface that is slightly more rich than ARC's "simple search" interface, but which does not offer the options of ARC's "advanced" search interface. One option is to enter the term in a search box that allows it to be searched in any field.  There are also specific field searches available for "title," "author/creator," and "subject." The results can be sorted in a number of ways: by title; author/creator; date descending; date ascending; hit frequency; or weighted hit frequency. Hit frequency ranks the resources by the total number of times that the search term appears in any of the metadata fields. Weighted hit frequency applies a weighting algorithm to the search term, and offers a numerical value for the resource based on the weighting algorithm. The basis for this algorithm is not explained on the OAIster site. OAIster allows you to sort the resources both before and after you have entered the query. 
	One particularly useful difference between the OAIster search interface and the ARC interface is that OAIster features the option of searching by "resource type", with the available values "all types," "image," "audio," and "video" represented.  While OAIster does not give the searcher the option to search within single repositories, the number of resources per query found in each repository is given in a list on the left side of the search result, so that the searcher can then look at resources on the subject desired from any single repository.  A link is provided for the searcher to revise their query, but the capability to search within the initial set of results is not provided. 

Future Research Directions

	OAIster is useful as a tool to search OAI compliant repositories, in that they offer federated search services among more repositories and among a greater number of resources than any other service provider. Their processing algorithms weed out resources that are not actually available in the web environment, as well as resources that have access restrictions.  This makes the final output of an OAIster search very useful to researchers in that they can count on actually finding something at the end of their search rather than a dead end or lists of links to other resources. 
	This in itself is a valuable resource to the research community.  OAIster is successful simply for providing a high-quality interface to OAI resource materials.  Individual researchers must determine whether the resources they find using OAIster are more valuable than those found using other search utilities (Google, for example). Each researcher's needs will be different, but OAIster makes OAI-harvested resources quickly and easily accessible, and this appears to be a very good thing. 
	However, there is less information available on the OAIster site about the backend processes of OAIster.  Researchers studying the process of implementing the OAI will find less information readily available from OAIster than they will from ARC.  This may represent the differing missions of the two organizations; ARC more purely research-oriented, while OAIster may have some commercial designs. 

MY.OAI

	My.OAI is different from either ARC or OAIster in that it is a commercial product. The interface has been manufactured by a Salem, MA consulting firm known as FSConsulting, largely to demonstrate the other products that they manufacture. These products include the MPS Information Server, a full-featured multi-protocol server supporting a number of protocols including HTTP, Z39.50 (WAIS-V2 profile), WAIS, Gopher, CGI-BIN and Direct; and the MPS Service Provider Interface, a high level application programming interface which simplifies the integration of an existing Information Retrieval System into an MPS Information Server. "FS Consulting-Products." Available at http://www.fsconsult.com/products/ (Accessed 19 April 2003).
	
Data Collection

	It's uncertain what the size of the database is that my.OAI accesses. They list a number of databases from which they have gathered metadata (arXiv, BioMed Central, Chemistry Preprint Server, Citebase services, Hong Kong University Theses Online, Humboldt University of Berlin, Langley Technical Report Server, Library of Congress, OAI Repository 1, National Advisory Committee for Aeronautics, NCSTRL Historical Collection, OCLC Theses and Dissertations, Open Video Project, PhysNet Oldenburg Germany, and the State and University Library Bremen), but there is no way to determine the number of files found in each database, or how often my.OAI harvests the information from those databases (short of attempting various searches and then guessing from the results). This makes it all the more apparent that my.OAI is designed to show off the search interface and the database functionalities, and that the source of the materials used to highlight those pieces of software could have come from anywhere.
	My.OAI determines the size of the database that it draws from differently than both ARC and OAIster.  My.OAI treats the metadata harvested as database elements, and then breaks the information down into keywords. So, for example, a search on the Open Video Project database yields the following total content information:

	Search on database: OpenVideo 
	This database contains 214,268 terms in 3,207 documents. 
	There are 13,176 unique terms and 865 stop terms.

	It's difficult to determine where these numbers come from, as they differ significantly from the numbers offered by the Open Video Project themselves.  My.OAI may count each separate video file as a document, whereas Open Video counts the semantic content of a video only once, and they don't enumerate each different format of the same video content as separate items. 
	We chose my.OAI as a subject for deeper inquiry because of the breadth of the databases they claim to harvest, but it's impossible to determine from the information they provide on their web site the degree to which they harvest, how often they harvest, or the completeness of their database.

Metadata Quality

	The above information notwithstanding, my.OAI is still quite useful to the OAI research community, at the very least in terms of how to model the information gained from search queries. The fields of the my.OAI database entirely reflect the DC metadata element set, with a separate field in the database for each DC element.  My.OAI has an additional four database fields ("ID", "datestamp," "setspec," and "about"), which are essential to the proper utilization of the OAI protocols for harvesting. This close adherence to the DC element set becomes more important when considering the usability of my.OAI. My.OAI has set up their search interface in such a way that the user can search on a number of specific DC metadata fields. My.OAI likely limited themselves to the set of data providers listed above because they only needed a decent subset of data providers rather than all of them to show off their work. They likely chose databases which provided samples of the universe of content (the complete range of possible format types,  but also a sample of the range of domain knowledge), but which all had solid metadata quality. 
	There are certain ironic elements to my.OAI's development.  It appears that my.OAI is simply a by-product of FSConsulting's core business of database design, and while they have registered the name my.OAI as a domain name, it's hard to believe that they expect it to become commercially viable any time in the near future because the OAI is still very early in its experimental stages. However, despite their commercial intent, my.OAI hews more closely to the idea of the DC metadata element set as the core, unchanging set of data elements in the database than either ARC or OAIster, ostensibly research-oriented designs.  My.OAI retains all the DC metadata names, and even uses the DC metadata elements as descriptive terms in their database to help users refine their searches.  As we have seen, both ARC and OAIster freely changed the nomenclature of the DC elements when it suited their purposes.  In terms of metadata interoperability, the results found in my.OAI can be more useful and easily comprehendible to researchers comparing various systems than those of either ARC or OAIster.


Usability

	As My.OAI is designed as a commercial product, it is natural that the area of design most important in the commercial realm, usability, is the area where my.OAI is the strongest. The search interface for my.OAI is quite pleasing, and it offers a number of features not found in either ARC or OAIster.  The most notable feature is an interface pull-down menu that enables searches to take place within individual DC metadata fields such as "title," "creator," "subject," "description," "contributor," "publisher" and "identifier," in addition to allowing free text searching across the entire range of metadata fields.  The bad news is that this field searching doesn't necessarily work very well. A generic keyword search of the Open Video Project database using my.OAI gave us a number of results, each of which listed the creator of the video amongst the information supplied in the results screen. One of the creators was Thomas Edison, a name which comes up quite often as "creator" in the Open Video Project database due to his extensive early work in film production, and the large quantity of his films held by the Library of Congress (a significant source of material in the Open Video database).  However, when we attempted to do a search using the "creator" field limiter, and searched for "Thomas Edison" we got no results from my.OAI. A search for "Edison" in the generic keyword field returned a number of resources, so there's some problems with the "creator" field limiter.
	Other successful usability elements include the ability to search several different databases at once, or all of them; the ability to request results before a certain date, after a certain date, or within a defined length of time in the past (week, month, 6 months, year). The results can be ordered by relevance or by date. The search results are also provided in a very useful form:

Soviet Film Agency (1940) Experiments in the Revival of Organisms 
This disturbing film records the successful experiments in the resuscitation of life to dead animals (dogs), as conducted by Dr. S.S. Bryukhonenko at the Institute of Experimental Physiology and Therapy, Voronezh, U.S.S.R. Director: D.I. Yashin. Camera: E.V. Kashina. Narrator: Professor Walter B. Cannon. Introduced by Professor J.B.S. Haldane....
Formats: Abstract: HTML Text (1.7KB), XML Text (1.7KB); Document: External Link (unknown length), Date: 1940, (Open Video Project)

with hyperlinks provided to the creator (in this instance, the Soviet Film Agency) and the title (Experiments in the Revival of Organisms). The abstracts in html and xml are both generated by my.OAI, while the external link goes directly to the resource. Additionally, my.OAI provides a number of methods to revise the search using relevance feedback methods. Some of the revised options include: "view selected documents with similar documents"; "view selected documents with recommended documents"; "view selected documents in 'text/xml' format"; or "run search again with selected documents as relevance feedback." These are very useful methods to aid in search revision, and some experimentation with the interface showed the results of relevance feedback revision to be fairly appropriate. In terms of the overall usability and functionality of the interface design, my.OAI is superior to both ARC and OAIster.
	However, there is a huge usability issue at the my.OAI site.  No actual "search" button is provided to click on when you wish to submit your query on the main my.OAI search page. You have to place your cursor in one of the database fields and then hit return in order to get the search to commence.  This is a subtle but huge oversight in terms of making the site comprehensible to users. 

Future Research Directions

	My.OAI is a commercial application, and it seems clear that they are only using the OAI metadata in order to highlight the strengths of their other commercially created software. However, they have created a successful interface for exploring the OAI harvested metadata, with only a few tweaks necessary for it to be a widely accepted production system. It's a different question as to whether organizations will be willing to pay for the ability to use my.OAI, especially when there are open source solutions being developed and competing systems available from much larger manufacturers. However, we must give credit where it is due. My.OAI has jumped in where other commercial developers have yet to explore, and we can at least hope that the ARC and OAIster designers will look at my.OAI closely and attempt to incorporate some of their elegant design features into their own products. 
	It is not appropriate to consider my.OAI as a research tool in the same way that ARC and OAIster are research tools, but my.OAI is still very worthy of investigation, and is almost production-ready for users wishing to search their sub-set of OAI-compliant databases. 


Conclusions

	All  three of the sites analyzed provide useful context for researchers investigating the implementation of OAI services. As iterated above, each of the three have their individual strengths and weaknesses in terms of their usefulness to the research community and the end the users, respectively, and none of the three stand on their own as a complete answer for OAI researchers or users wishing to understand the entire breadth of the OAI universe.
	The analysis of each of these sites provides valuable contextual information regarding how cross-repository search of OAI resources can be implemented.  From our perspective, the next research step is to more fully understand how the OAI-PMH protocols work, and to investigate the OAI universe from the data provider half of the spectrum.  One possible way to do this is to download and install the University of Illinois' harvester utility,  and to investigate how service providers harvest and analyze OAI metadata.  The actual harvesting and analysis of  the metadata would aid in understanding the "look" of the metadata information when it comes from another institution, and would allow us to analyze the degree to which normalization of the metadata is necessary in order to make the differing metadata from different institutions coherently compatible. Understanding both the data provider and service provider halves of the OAI equation is necessary to gain a full picture of how possible solutions can be implemented to bring the OAI closer to a broadly applicable reality.
	Another possible future direction for research is to analyze the other metasearch providers mentioned briefly above to determine whether their interface design and harvesting operations are more elegant and robust than the three analyzed in this report.  Despite the limited range of their harvesting operations, it's possible that some of these service providers may be exploring widely applicable OAI solutions.


A Selected List of Service Providers

ARC: http://arc.cs.odu.edu/
Celestial: http://celestial.eprints.org/
Citebase: http://citebase.eprints.org/cgi-bin/search
Humboldt University: http://www.edoc.hu-berlin.de/oaisearch/
MetaArchive: http://www.metaarchive.org/index.php
my.OAI: http://www.myoai.com/
NCSTRL: http://www.ncstrl.org/
OAIster: http://oaister.umdl.umich.edu/o/oaister/
Perseus: http://www.perseus.tufts.edu/cgi-bin/vor
Torii: http://torii.sissa.it/torii/AuthenticateUser/VerifyFirstAccess.jsp?pageToLoad=/index.jsp
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